
 

 

 

Opower Comments to the IESO DRWG on 
Alternative Baselines and Meter Data 
Granularity for Residential Demand Response 

Introduction 
Opower appreciates the opportunity to provide comments on baseline methodologies and 
meter data granularity for residential DR. These two issues constitute significant barriers to 
residential DR participation in the IESO DR Auction because they are both related to 
measurement of and compensation for DR performance. Fortunately, both of these barriers 
are relatively easy to resolve and solutions could rolled out in time for the December 2016 DR 
Auction. 
 
As part of Oracle Utilities, Opower delivers behavioral energy efficiency (“EE”), demand 
response (“DR”), and customer engagement services to over 100 electric and gas utilities 
across thirty-seven U.S. states and Canadian provinces and reaches more than 60 million 
homes and businesses. To date, these programs have saved over eleven terawatt-hours of 
energy. This year, Opower will deliver personalized energy usage insights to more than sixty 
million residential customers through paper mail, email, websites, mobile phones, and text 
messages. Opower also implements communications and customer engagement for behavioral 
demand response (“BDR”) programs in three states and Ontario, as well as one of the largest 
peak-time rebate (“PTR”) programs in the United States. 

Alternative Baseline Methodologies 
A baseline methodology should be able to calculate an accurate and unbiased estimate of DR 
load impact. The baseline does this by setting up a counterfactual estimate of the volume of 
energy a customer or aggregation of customers would have consumed in the absence of the DR 
intervention.  
The baseline measures the load impact of a DR program by constructing a counterfactual 
estimate of the volume of energy a customer or aggregation of customers would have 
consumed in the absence of the DR intervention, otherwise known as a baseline. A good 
baseline should be able to calculate an accurate and unbiased estimate of DR load impact. 
 
Opower’s previous comments and presentations to this working group have addressed the 
limitations of using a standard “high X of Y” baseline to estimate the load impact for residential 
DR programs1 and the specific problems with the using the IESO’s default baseline 
methodology (high 15 of 20 baseline with in-day adjustment) to evaluate residential DR 
programs.2 Through these comments, Opower has argued that the weather-sensitivity of 

                                                        
1 Opower. “Opower Response to the IESO DRWG Consultation on Expanding Participation in the DR Auction.” 20 April 2016. 
Available: http://www.ieso.ca/Documents/consult/drwg/DRWG-20160420-Opower.pdf. 
2 Opower. “Removing Barriers to Residential DR Participation in the IESO DR Auction.” 30 May 2016. Available: 
http://www.ieso.ca/Documents/consult/drwg/DRWG-20160530-Opower.pdf. 
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residential loads makes them difficult to estimate using typical baseline methodologies, and 
has shown that the existing methodology results in a baseline with a significant negative bias 
for residential DR loads. 
 
The following comments recommend that the IESO adopt a randomized controlled trial (“RCT”) 
methodology for evaluating the load impact of residential DR programs. The RCT methodology 
can deliver unbiased and accurate estimates of residential DR load impact, which will give the 
IESO better visibility into DR program performance and will more accurately reward 
residential DR aggregators for the DR services they provide to the grid. 

Randomized Controlled Trials 
A randomized controlled trial (“RCT”) describes an experimental method for measuring the 
causal effect of a treatment or intervention – in this case, the “treatment” is the DR program. 
The key feature of an RCT is that subjects are randomly assigned to either receive the 
treatment or not. Those who receive the treatment are members of the treatment group. Those 
who do not receive treatment are referred to as the control group. 
  
RCTs provide the best possible estimates of DR load impact for residential programs. The RCT 
design is extremely effective because the random assignment of customers to treatment and 
control groups leads to the two groups being statistically equivalent on both observed and 
unobserved dimensions. The statistical equivalence of the two groups becomes stronger as the 
sample size becomes larger.3 As a result, the energy consumption of the control group 
becomes an excellent representation of the energy that the treatment group would have used 
had they not received the DR intervention. 
 
The setup and measurement of an RCT program design is illustrated in the diagram below: 
 

                                                        
3 Note that the sample size required to run an RCT is directly proportional to the size of the measured impact. For example, a 
Behavioral Demand Response (“BDR”) program that delivers around 3% peak load reduction typically requires a minimum 
treatment group size of around 30,000 participants in order to measure the program impact. An HVAC cycling program, which 
delivers a larger percentage load reduction would require fewer participants in order to measure a load reduction. The 
requirement for large sample sizes usually prevents RCT design from being applied to DR programs for large commercial and 
industrial customers. 

https://opower.com/
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Figure 1: Setup and Measurement of RCT Program Design 

RCTs are used in many scientific disciplines, including clinical pharmaceutical trials, and are 
increasingly being used to evaluate program impact for DR and energy efficiency programs. 
The RCT method is widely accepted as the “gold standard” methodology for program 
evaluation, due to its ability to deliver unbiased program results.4 Variants of the RCT 
methodology are already being used to evaluate the load impact of residential DR programs in 
multiple markets and jurisdictions, including: 
 

 Opower’s Behavioral Demand Response (“BDR”) programs are evaluated using an RCT 
program design. A detailed description of the setup and evaluation methodology for 
Opower BDR programs is included as Appendix 1. Additionally, an index of 
independent evaluations of Opower BDR programs is included as Appendix 2. 

 California Public Utilities Commission has defined an RCT protocol for evaluating DR 
load impact.5 This RCT protocol has been used to evaluate the load impact from 
residential AC cycling programs at Pacific Gas & Electric6 and San Diego Gas & Electric7. 

 RCT is used to evaluate the ex post peak period load impacts of the Ontario 
peaksaverPLUS® program.8 

                                                        
4 Stewart, James and Annika Todd. January 2015. The Uniform Methods Project: Methods for Determining Energy Efficiency 
Savings for Specific Measures. U.S. National Renewable Energy Laboratory, p.15. 
5 California Public Utilities Commission Energy Division. April 2008. “Load Impact Estimation for Demand Response: 
Protocols and Regulatory Guidance.” Available: http://www.calmac.org/events/FinalDecision_AttachementA.pdf. 
6 Nexant, April 2014. “2013 Load Impact Evaluation for Pacific Gas and Electric Company’s SmartAC Program. Prepared for 
Pacific Gas and Electric. Available: http://www.calmac.org/publications/2013_Load_Impact_Evaluation_FINAL_DRAFT_non-
redlined.pdf.  
7 Freeman, Sullivan & Co., April 2013. “2012 Ex Post and Ex Ante Load Impact Evaluation of San Diego Gas & Electric 
Company’s Summer Saver Program and Peak Time Rebate Program for Summer Saver Customers.” Prepared for San Diego 
Gas & Electric Co. Available: 
http://www.calmac.org/publications/Summer_Saver_Load_Impact_Evaluation_Program_Year_2012.pdf.  
8 Nexant, August 2015. peaksaverPLUS®Program 2014 Load Impact Evaluation. Prepared for Independent Electricity System 
Operator. Available: http://www.powerauthority.on.ca/sites/default/files/conservation/2014-Evaluation-
peaksaverPLUS.pdf. 
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Measurement of Load Impact from an RCT Program Design 

 
There are three different methods that can be used to measure the savings from an RCT 
program design. Ordered from most simple to most complex, these are: simple difference, 
simple difference-in-difference, and panel regression analysis. These methods will each 
generate an accurate and unbiased estimate of DR load reduction, however, the precision of 
the estimate increases along with the complexity. More complex methods require additional 
data on customer usage, including pre-treatment usage data. The three methods are briefly 
described below9: 
 

 Simple difference – Load impact is estimated by subtracting difference between the 
average demand of the treatment customers from the average demand of the control 
customers. The impact estimation can be represented using the following calculation: 
 

𝐼𝑚𝑝𝑎𝑐𝑡𝐷 = (𝑇 − 𝐶) 
Where:  

ImpactD = Load impact estimation using simple difference method  
T = Treatment group usage 
C = Control group usage 

 
 Simple difference-in-difference – Load impact is estimated by subtracting the 

difference in average demand among treatment and control customers in the pre-
treatment period from the simple difference. Doing so removes any small differences in 
energy usage characteristics between treatment and control groups that may have 
existed prior to treatment start. The impact estimation can be represented by the 
following calculation: 

 

 

Figure 2: Difference-in-Difference Setup 

 
𝐼𝑚𝑝𝑎𝑐𝑡𝐷𝐼𝐷 = (𝑇2 − 𝑇1) − (𝐶2 − 𝐶1) 

Where:  
ImpactDID = Load impact estimation using simple difference-in-difference 
method  
T1 = Treatment group pre-treatment usage 

                                                        
9 A more fulsome description of these measurement methods is included in Appendix 1. 

https://opower.com/
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T2 = Treatment group post-treatment usage 
C1 = Control group pre-treatment usage 
C2 = Control group post-treatment usage 

 
 Panel Regression Analysis – This method uses a multivariate regression analysis with 

a number of pre-treatment usage control variables. This method allows the evaluator to 
control for a greater degree of variation during the DR event, yielding a more precise 
estimate of load impact. 

 
In general, Opower conducts a panel regression analysis when reporting program results or 
when our BDR programs are independently evaluated. However, for the purposes of IESO 
market settlement and operations, it may be more expedient to adopt a simpler method to 
evaluate DR resource performance. Opower recommends that when pre-treatment customer 
data is available, the IESO conduct a simple difference-in-difference method to evaluate the 
RCT design. When pre-treatment customer data is unavailable, a simple difference method is 
sufficient.  In the event that the IESO can only accommodate one evaluation method for the 
December 2016 auction, the simple difference method should be adopted, so as not to exclude 
DR customers that lack sufficient pre-treatment data to conduct a simple difference-in-
difference. 
 

Static vs. Dynamic Control Groups 

 
In an Opower BDR program, the control group is randomly selected prior to the program 
deployment and does not change throughout the duration of the program. Specifically, the 
control group remains fixed across all DR events and across multiple program years.10 This 
static control group design ensures that the customers originally selected for the control group 
will never receive BDR-related communications not even to inform them that they are part of 
the control group. This preserves the validity of the control group as a valid consumption 
baseline for the treatment group customers. Opower is able to access control group customer 
usage data due to the fact that our BDR programs are administered by LDCs and employ an 
opt-out program design. 
 
In a dynamic control group design, the composition of the control group changes for each DR 
event. For example, if 10,000 customers are enrolled in a residential DR program, a subset 
group of 2,000 customers would be randomly selected to not receive the DR intervention for a 
particular DR event. These 2,000 customers would serve as the control group for the 8,000 
remaining customers that receive the DR intervention. The customers in the control group can 
be cycled from one DR event to the next. The selection of control group households is usually 
conducted by a third party, such as the IESO. The dynamic control group design can be used 
when the DR aggregator lacks access to energy usage data for a dedicated set of control group 

                                                        
10 The composition of the control group does change over time when customers close accounts. This natural attrition of the 
control group population does not bias the validity of the control group as a baseline for the treatment group. 

https://opower.com/
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customers. This could be the case when a DR program is offered on an opt-in basis, as is the 
case with a device-based DR program, such as a smart thermostat program. 
 
Opower recommends that both the static and dynamic control group design be accommodated 
by the IESO. Either design will allow the IESO to extract accurate and unbiased estimates of 
residential DR load impact. 

Meter Data Granularity 
The RCT methodology relies on interval meter data to estimate DR load impact, and the AMI 
meters for residential and small business customers in Ontario generally collect usage data on 
60-minute intervals. Therefore, the IESO will need to relax the requirement for meter data 
granularity in order to allow residential customers with standard AMI meters to participate in 
the DR Auction using the RCT methodology. 
 
Opower recommends that the IESO address the barrier of meter data granularity by allowing 
residential DR aggregators to submit the 60-minute interval usage data as the average usage 
level for each 5-minute interval contained therein. For example, a residential DR aggregator 
could submit a single usage value for the hour ending 1500 as the usage value for each 5-
minute interval: 
 

1400-1405, 1405-1410, … , 1450-1455, 1455-1500 
 
The DR resource performance could be evaluated using the single 60-minute data point for 
each 5-minute interval using the existing compliance criteria as laid out in the market rules 
and manuals.  

Conclusion 
Opower appreciates the opportunity to provide feedback on the questions posed by the July 
15 DRWG presentation on baseline methodologies for residential DR. Opower encourages the 
IESO to address the issues of alternative baselines and meter data granularity, which currently 
constitute barriers to participation for residential DR. Specifically, Opower recommends the 
adoption of RCT for evaluation because it is highly accurate for residential loads and can be 
easily implemented by IESO staff. 
 
Opower is committed to working with IESO staff to develop and implement these necessary 
changes in time for the December 2016 DR Auction. These changes are a critical step toward 
forward toward creating a competitive auction that levels the playing field for all DR resources. 

https://opower.com/
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Appendix 1: Behavioral Demand Response: Measurement of Peak Reduction 

Summary 

Opower measures the demand reduction from Behavioral Demand Response (BDR) using a 

randomized controlled trial (RCT) design. An RCT is the most rigorous measurement and 

evaluation method. Customers selected for the BDR program are randomly assigned to a 

treatment group, which receives communications, and a control group which receives no 

communications. The randomization renders the treatment and control group statistically 

indistinguishable on observed and unobserved characteristics, enabling an accurate 

measurement of the peak reduction. Demand reduction is measured via a pre-specified 

regression model which adjusts for baseline characteristics such as pre-BDR energy usage. 

 

Our measurement estimates the average demand reduction over the peak hours of an event 

day, and the hourly demand reduction for all 24 hours of the event day. We provide point 

estimates of the demand reduction in terms of demand (kW) per customer, percent (%) 

reduction, and aggregate reduction (kW). In addition, standard errors and 95% confidence 

intervals are calculated for each point estimate. 

Introduction 

This document provides an overview of how Opower measures the demand reduction caused 

by the Behavioral Demand Response (BDR) product. The main body provides an overview of 

the program design and measurement approach. Greater details on the data and regression 

model specification are available in appendices. 

Objective 

Our objective is to measure the reduction in power demand caused by BDR. We measure this 

reduction in terms of kW per customer, as a percent of total demand, and the aggregate kW 

demand reduction across all treated customers. We measure the average demand reduction 

over all peak hours of the event day, and the demand reduction for each hour of the event day.  

 

Figure 1:  Example average hourly reduction on event day 

https://opower.com/
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Program Design 

Opower implements BDR as a Randomized Controlled Trial (RCT)11. First, the experimental 

population is selected: a set of customers chosen based on relevant characteristics such as 

electricity usage levels or the availability of certain communication channels. Next, customers 

within the experimental population are randomly assigned to be in either the treatment group 

or the control group. The treatment group will receive BDR communications and the control 

group will receive no communications about the program at all.  

 

The key feature of the RCT is the random assignment of treatment status; random assignment 

enables unbiased and precise measurement of the causal effect of BDR on power demand.  The 

Opower platform implements a min-max t-stat randomization method, following Bruhn and 

McKenzie (2009) 12 . The method generates 1,000 randomizations and selects the 

randomization with the smallest difference between the treatment and control group among a 

                                                        
11 RCTs are widely used in scientific applications such as clinical drug trials and social science research. The 
approach is endorsed as a best practice for measuring behavioral based program impact by numerous bodies 
including the U.S. Department of Energy Uniform Methods Project, State and Local Energy Efficiency Action 
Network (SEE Action) an effort facilitated by the Department of Energy (DOE) and the Environmental Protection 
Agency (EPA); the National Action Plan for Energy Efficiency (NAPEE); and the American Council for an Energy-
Efficient Economy (ACEEE).  
12 Bruhn, Miriam, and David McKenzie. "In Pursuit of Balance: Randomization in Practice in Development Field 
Experiments." American Economic Journal: Applied Economics 1.4 (2009): 200-232. 

https://opower.com/
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collection of key covariates - the most important of which are historical usage variables.  

Ensuring a high degree of balance between the treatment and control group on covariates 

strongly correlated with the outcome variable reduces the error of the resulting measurement 

and renders results less sensitive to measurement model specification. 

 

Figure 2:  Example average percent peak hour reduction across events 

 
 

Measurement Methods 

Opower measures the demand reduction from BDR using a regression model. Our preferred 

approach is to use a Regression with pre-BDR Usage Controls; this is the most precise method 

for measuring results and therefore the one we use when reporting results. To explain this 

model, it is helpful to first explain two alternative approaches, the Simple Difference and the 

Difference-in-Differences. These alternative approaches are somewhat more intuitive to 

comprehend, and we also employ them as robustness checks of our primary results. 

Simple Difference 
The simplest and most intuitive approach to measuring BDR results using an RCT is to take the 

difference between the average demand among treatment customers and the average demand 

among control customers. This “simple difference” will yield an unbiased (accurate) 

measurement of the treatment effect, but it will be relatively imprecise due to the relatively 

high level of random variation in customer electricity demand. 

 

https://opower.com/
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Difference-in-Differences 
We can measure the treatment effect slightly more precisely by adding an adjustment to the 

simple difference. We compute the “difference-in-differences” by subtracting the difference in 

average demand among treatment and control customers in the pre-treatment period from 

the simple difference. Doing so removes any small differences in demand levels between 

treatment and control groups that existed prior to treatment start. The difference in pre-

treatment demand between treatment and control groups will be small and statistically 

insignificant due to the randomization. Nevertheless, the difference in differences will yield a 

slightly more precise measurement of the demand reduction than a simple difference alone. 

 

Regression with pre-BDR Usage Controls 
Finally, we can further improve precision by using a multivariate regression with a number of 

pre-treatment usage control variables. This approach yields the most precise measurement of 

demand reduction, and is therefore our preferred approach. By including multiple dimensions 

of each customer’s average pre-treatment usage levels, we can account for a greater degree of 

the variation in usage during the event, yielding an even more precise estimate of the 

difference in treatment and control customers’ usage caused by BDR. A complete, detailed 

discussion of this model is covered in Appendix I.  

 

Robustness Checks 
In addition to the primary regression model, we also compute results using the simple 

difference and difference-in-differences methods to check the robustness of results. We have 

found that results are quite consistent across models–even those using a simple difference–

because the randomization procedure used in the experimental design results in well-

balanced treatment and control groups.  

Data 

BDR measurement relies on three primary data sources: hourly usage, billing usage, and 

customer account data. Hourly usage data comes from AMI reads aggregated (if necessary) to 

the hourly level. This AMI data is the most important data source as it is the only way to 

observe electricity usage by hour during the event period.  

 

Average daily usage from the billing data is used to create additional explanatory variables in 

the regression model. This data is not strictly necessary to measure BDR results, but it 

provides some additional precision in the demand reduction estimates. 

 

https://opower.com/
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Customer account data is used to identify when a customer has moved out (i.e. when their 

account has gone inactive). We exclude usage data for customer service points at which a 

customer was inactive on or before the day of the event. 

 

The above data undergoes a series of data cleaning and validation steps, such as dropping 

outliers and estimated reads. For full details on these steps, see Appendix II.  

 

      Figure 3:  Example average hourly usage of control during an event day 

 
 

Results 

We obtain average per customer demand reduction directly from the regression model 
coefficients. To compute a percent demand reduction, we divide the demand reduction by the 
treatment customers’ “counterfactual” demand level–i.e., the demand level we estimate they 
would have used had they never received any BDR treatment. Specifically, the denominator is 
the mean usage among treatment customers plus the per-customer demand reduction from 
the regression model. Finally, to compute the aggregate demand reduction, we multiply the 
per-customer reduction by the number of active treatment customers for whom we had 
sufficient data to compute results. In addition, we report standard errors or confidence 
intervals for each of the above. Together, these metrics comprise the primary results that we 
report and evaluate BDR results by. 

https://opower.com/


 

 
 

 

 12 

 

Appendix 

Appendix I. Regression Model Specification 
We report results measured using a “post-period” regression model. The primary control 

variables in the model include measures of the customer’s usage recently, during similar days, 

as well as overall.  These variables are operationalized using AMI usage just prior to the BDR 

season and during the previous summer, along with annual and seasonal usage patterns 

drawn from the billing data.  

 

First, we measure the average treatment effect over all hours in the peak period. Here, the 

parameter 𝛾measures the average peak reduction in units of kW per customer13: 

 

𝑢𝑠𝑎𝑔𝑒𝑖𝑡  =  𝛼 +  𝛾 𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡𝑖 + 𝒉𝒐𝒖𝒓𝒕 + 𝑋𝑖
′𝛽𝑡  +  𝜖𝑖𝑡 (1) 

 

Second, we measure the effect for each hour of the event day separately. Here, 𝛾𝑡 is a 

coefficient measuring the reduction in demand for hour t of the day14:  

 

𝑢𝑠𝑎𝑔𝑒𝑖𝑡  =  𝛼 +  𝛾𝑡 𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡𝑖 ∙ 𝒉𝒐𝒖𝒓𝒕 + 𝒉𝒐𝒖𝒓𝒕 + 𝑋𝑖
′𝛽𝑡  + 𝜖𝑖𝑡 (2) 

 

In the above equations: 

● i indexes customers 

● t indexes hours of the peak day.  

● 𝑢𝑠𝑎𝑔𝑒𝑖𝑡 is the hourly usage (kWh) for customer i in hour t of the peak period 

● 𝛾 (eq. 1) measures the average per-customer demand reduction in kW over the peak 

period 

● 𝛾𝑡 (eq. 2) measures the average per-customer demand reduction in kW for hour t of the 

event day 

● 𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡𝑖  is an indicator variable of treatment status of customer i 

● ℎ𝑜𝑢𝑟𝑡 are hourly fixed effects 

                                                        
13 Here is how one would implement this specification in a commonly used statistical package like Stata: 
reg usage treatment i.hour##(c.pre_season_* c.prev_year_* c.avg_pre_usage*) if event_date == 1 & peak_hours == 
1, vce(cluster customer_id) 
14 Likewise, here is the command for hourly effects in Stata: 
reg usage i.treatment#i.hour i.hour##(c.pre_season_* c.prev_year_* c.avg_pre_usage*) if event_date == 1, 
vce(cluster customer_id) 

https://opower.com/
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● 𝑋𝑖𝑡 is the matrix of pre-treatment usage variables for customer i. The effects of these 

variables are allowed to vary by hour.  Detailed definitions of these variables are 

provided in Appendix II. 

○ Average hourly usage during month prior to treatment start (pre-season): 

■ pre_season_morning 

■ pre_season_afternoon 

■ pre_season_evening 

■ pre_season_night 

○ Average hourly usage during month of event during year prior to start (prev. 

year): 

■ prev_year_morning 

■ prev_year_afternoon 

■ prev_year_evening 

■ prev_year_night 

○ Average daily usage over year prior to treatment start (billing data): 

■ avg_pre_usage 

■ avg_pre_usage_summer 

■ avg_pre_usage_winter 

● 𝜖𝑖𝑡is a stochastic error term 

 

Unfortunately, we do not always have sufficient pre-treatment usage data to use the full 

specification above. For instance, there is often incomplete AMI usage data for the BDR 

population during the summer of the year before treatment start. In these cases, we use pre-

specified rules to determine the best model specification possible. 

 

Specifically, we check the rate of missing data among customers for each pre-treatment period 

(previous year AMI, pre-season AMI, pre-treatment billing). If the share of customers with 

missing data for each pre-treatment period is above 10%, we drop all those variables from the 

right-hand side of the model. For instance, if more than 10% of customers are missing data for 

any of the previous year AMI variables, we do not include any of the four previous year AMI 

average usage variables in the model. To be clear, in this step we are dropping variables from 

the model, not customer-hour records during the event from the data used to measure results.  

 

Based on the availability of pre-treatment data, the algorithm selects the regression model 

specification in the following pre-specified order of preference: 

 

1. Full (specified above) - previous year AMI, pre-season AMI, pre-treatment billing 

2. AMI only - previous year AMI, pre-season AMI 

3. Recent AMI & Billing - pre-season AMI, pre-treatment billing 

https://opower.com/
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4. Recent AMI only  - pre-season AMI  

5. Previous Year AMI & Billing - previous year AMI, pre-treatment billing 

6. Previous Year AMI only - previous year AMI 

7. Billing Only - pre-treatment billing 

 

Appendix II.  Data Cleaning and Preparation 
In this section we describe the data sources used for measurement, the data cleaning steps 

performed, and the data preparation steps taken prior to analysis.  

Types of data used 
BDR measurement relies on three primary data sources: hourly usage, billing usage, and 

customer account data. Hourly usage data comes from AMI reads aggregated (if necessary) to 

the hourly level. This AMI data is the most important data source as it is the only way to 

observe electricity usage by hour on the event day.  

 

Average usage from the billing data is used as additional explanatory variables in the 

regression model. This data is not strictly necessary to measure BDR results, but it provides 

some additional precision in the demand reduction estimates. 

 

Customer account data is used to identify when a customer has moved out (i.e. when their 

account has gone inactive). 

Data Cleaning 

Prior to analysis, we subject the data to a series of data integrity checks and data cleaning 

steps. Because the AMI data allows us to observe the outcome, data checks and cleaning of the 

AMI data are most important and therefore most intense.  

AMI data cleaning 
The most consequential AMI data cleaning steps are the following: 

● Dropping outliers: hours with reads measuring more than 30 kWh/hr or less than -30 

kWh/hr.  

● Dropping hourly records when data for that hour was missing. For instance, if reads are 

recorded in increments of 15 minutes, but we have only 2 reads for an hour, we drop 

that record from the analysis. 

● Dropping all estimated reads. 

In addition to these data cleaning steps, we perform a number of data validation steps, such as 

checking that each customer has only one service point (a condition typically applied during 

selection), and that all columns contain the expected values.  

Billing data cleaning 
The only data cleaning step for billing data is to drop all estimated reads.  

https://opower.com/
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Independent variable creation for Regression model 
Our preferred regression model for measuring BDR’s impact uses several dimensions of 

customers’ pre-treatment usage levels as independent variables in the model. Note that 

throughout measurement, we define the treatment start date as the date the first 

communication was sent to the treatment customers: the date the pre-season welcome letter 

was sent.  

 

We create the following variables using pre-treatment data for 3 periods: 

● previous year AMI - usage during 4 days on same day of the week as the event during 

the summer prior to treatment start: 

○ prev_year_morning: average hourly usage from hour ending 5:00 am to first peak 

period hour 

○ prev_year_afternoon: average hourly usage during peak period 

○ prev_year_evening: average hourly usage during first post peak period hour to 

hour ending 10:00 pm 

○ prev_year_night: average hourly usage during hour ending 11:00 pm to hour 

ending 4:00 am 

 

● pre-season AMI - usage on the same day of the week of the event during the month 

prior to treatment start.  

○ pre_season_morning: average hourly usage from hour ending 5:00 am to first 

peak period hour 

○ pre_season_afternoon: average hourly usage during peak period 

○ pre_season_evening: average hourly usage during first post peak period hour to 

hour ending 10:00 pm  

○ pre_season_night: average hourly usage during hour ending 11:00 pm to hour 

ending 4:00 am 

 

● pre-treatment billing - average usage by season during year prior to letter sent data 

○ avg_pre_usage: average daily usage  

○ avg_pre_usage_summer: average daily usage during summer (June, July, August, 

September)  

○ avg_pre_usage_winter: average daily usage during winter (December, January, 

February, March) 

 

This yields 11 distinct measures of a customer’s pre-treatment usage level that are used in the 

regression model, described in detail in Appendix I. 

https://opower.com/
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Missing data and imputation 
For customers missing values for the above variables, we impute their value as the mean value 

among all customers with non-missing data for that variable. As stated above, if the rate of 

imputation (missing values) goes above 10% for any of the variables in a time period, we 

exclude all variables in the time period from the model.   

  

https://opower.com/
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Appendix 2: Evaluation of Opower Behavioral Demand Response Programs Using 
Randomized Controlled Trail M&V 
 
The following independent evaluations of Opower BDR programs utilize randomized 
controlled trials to estimate BDR load impact: 
 
DNV-GL , December 2015. “Hydro Ottawa Behavioral Demand Response Program Impact 
Evaluation”. Prepared for Hydro Ottawa. Available: o http://www2.opower.com/l/17572/2016-02-
17/3md2yb/17572/122339/Hydro_Ottawa_Behavioral_Demand_Response_Evaluation___Final.pdf. 
 

Metcalfe, Robert, et al., June 2015. “The Impact of the 2014 Opower Summer Behavioral 
Demand Response Campaigns on Peak-Time Energy Consumption. Unpublished. Available: 
http://www2.opower.com/l/17572/2016-02-
17/3mdpzd/17572/122343/BDR_White_Paper_Final_Draft.pdf.  
 
Nexant, January 2016. “Behavioral Demand Response Study – Load Impact Evaluation Report.” 
Prepared for Pacific Gas & Electric Company. Available: http://www2.opower.com/l/17572/2016-02-
17/3mdpzg/17572/122345/Behavioral_Demand_Response_Study_Final_Report_CALMAC.pdf. 

https://opower.com/
http://www2.opower.com/l/17572/2016-02-17/3md2yb/17572/122339/Hydro_Ottawa_Behavioral_Demand_Response_Evaluation___Final.pdf
http://www2.opower.com/l/17572/2016-02-17/3md2yb/17572/122339/Hydro_Ottawa_Behavioral_Demand_Response_Evaluation___Final.pdf
http://www2.opower.com/l/17572/2016-02-17/3mdpzd/17572/122343/BDR_White_Paper_Final_Draft.pdf
http://www2.opower.com/l/17572/2016-02-17/3mdpzd/17572/122343/BDR_White_Paper_Final_Draft.pdf
http://www2.opower.com/l/17572/2016-02-17/3mdpzg/17572/122345/Behavioral_Demand_Response_Study_Final_Report_CALMAC.pdf
http://www2.opower.com/l/17572/2016-02-17/3mdpzg/17572/122345/Behavioral_Demand_Response_Study_Final_Report_CALMAC.pdf

